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Words have many meanings and meanings can be expressed by many words. That is what is 
being studied in this thesis. People are very good at interpreting language, while computers 
have more difficulty with this. 
 
To make computers better at interpreting language, researchers have opted to cut the complex 
problem into pieces. An example of this is the Word Sense Disambiguation task, of which the 
purpose is to indicate what a word means in a particular sentence, e.g., what means the word 
horse in the sentence with that move of the horse, the opponent is checkmate. But many more 
tasks have been devised. Consider, for example, interpreting proper names, time expressions 
or indicating which expression is about the same entity, e.g., that Jan and he refer to the same 
person in the sentence Jan goes home, and he goes to eat a cookie. 
 
In this thesis, we investigate the Word Sense Disambiguation task. The task is one of the oldest 
in the field, and many approaches have been tried to solve the task. We wonder why this is the 
case and what we can learn from this. 
 
In part 1 of the dissertation, we first introduce the essential components of the Word Sense 
Disambiguation task. A digital dictionary called WordNet is central to the task since it indicates 
what the meanings of words are as well as what the relationships between meanings are. 
Furthermore, using WordNet, large amounts of text have been annotated by people, meaning 
that for many sentences it is indicated what the words in it mean. Many systems have been 
created over the years that attempt to automatically predict the meaning of a word in a 
sentence, using both information in WordNet and annotated data. An extensive analysis of 
these systems teaches us that the systems have not improved much over the years. Also, 
systems are much better at recognizing meanings that frequently occur than in identifying 
meanings that do not occur often. Besides, many systems already have a preference for 
common meanings. We also looked critically at the data we use to indicate how good a system 
is in interpreting language. We observe that this data is not representative of ordinary language 
use, but that they overrepresent the common words and meanings. 
 
In part 2 we take a critical look at the role of annotated data. Many language systems use 
annotated data to make predictions about what a word means in a sentence. Patterns are 
recognized in the annotated data, and these are then used on new sentences to make 
predictions about what the words in those new sentences mean. We manipulate these 
annotated data to see how these language systems react. For example, we look at the role of 
the amount of annotated data, the proportion of non-popular meanings, and whether the data is 
annotated by people or by language systems. We observe that more data does not necessarily 
lead to better results. Also, systems drastically change how they assign meanings depending on 
the proportion of unpopular meanings in the annotated data. 
 
In part 3 we think about another way to determine how sound language systems are in 
interpreting language. The standard approach is to let people annotate data. For example, a 
person determines that horse in the sentence the horse is in the meadow has the animal 



meaning instead of, for example, the chess meaning. We reverse the procedure. We start with a 
database of incidents of gun violence, for example, incidents in which people were killed. Many 
incidents have multiple different news items that describe them. We then merge all these 
documents that describe all these incidents. The task is that we have devised questions that the 
language system must answer. For example, which documents describe events of murders that 
took place in New York State in 2013? The task of the system is to find the right documents. To 
do this accurately, the system must take into account a large number of linguistic phenomena, 
whereby it cannot fall back on the prediction of dominant phenomena. 
 
 


